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Shipboard fires are among the most catastrophic maritime incidents, as dense smoke,
fluctuating lighting, and camera movement often obstruct timely detection. To address these
operational challenges, we propose a lightweight yet robust vision-based fire and smoke
detection system tailored for vessels with limited onboard computing resources. The
proposed model integrates a partially fine-tuned ResNet-34 feature extractor with a capsule-
based detection head, which preserves spatial relationships critical for identifying irregular
flame and smoke patterns. Directional attention mechanisms are employed to highlight subtle,
low-contrast smoke formations, which frequently occur under maritime conditions such as
haze or sea glare. When evaluated on a newly created marine dataset representing a variety
of real-world scenarios, the model demonstrates exceptional accuracy and real-time inference
performance on edge-class devices. Our solution, which incorporates the fine-tuned ResNet-
34 backbone, a PAA module, and a capsule-based detection head, outperforms all
comparative methods, achieving a maximum mAP@0.5 of 90.17%, an IoU of 72.58%,
Precision of 92.2%, and Recall of 88.5%. These results indicate that the model excels at both
precise localization and detecting subtle or partially obscured fire and smoke regions—an
ongoing challenge in shipboard imaging.

Keywords: Maritime fire detection, smoke recognition, edge Al deployment, fire hazard
prevention, early emergency response

1. Introduction

The manuscript must be prepared in a single-column page format where margins are 2.5 cm on all sides (top,
bottom, left and right). Authors are encouraged to structure their papers clearly using up fo three levels of
subsections to enhance readability and organization. Headings should be consistently numbered and styled in
accordance with the provided template.

Early detection of fire and smoke aboard ships is paramount to maritime safety [1], given the high risk of
catastrophic damage [2], human casualties [3], and environmental hazards [4]. Unlike terrestrial environments [5],
maritime settings present unique challenges for visual detection systems: limited visibility due to sea spray and
fog [6], strong illumination variations caused by sun glare or artificial lighting [7], and dynamically changing
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backgrounds from ocean waves or structural vibrations [8]. Conventional fire detection systems such as thermal
sensors or smoke detectors often fail under these conditions due to delayed response times, high false alarm rates,
and lack of visual interpretability [9]. As a result, vision-based methods powered by deep learning have emerged
as a promising solution for real-time, interpretable, and accurate fire and smoke recognition in maritime
environments [10]. Despite the progress of convolutional neural networks (CNNs) in object detection [11], their
ability to accurately localize small, partially occluded, or morphologically variable fire/smoke regions remains
limited—particularly when deployed under resource-constrained shipboard conditions [12]. Moreover, standard
CNN backbones suffer from translational invariance and limited part-whole modeling capabilities, which restrict
their capacity to generalize across complex fire/smoke geometries [13]. Capsule networks (CapsNets), originally
introduced to address these deficiencies [14], have shown potential in capturing spatial hierarchies and pose
relationships, yet remain underexplored in maritime fire detection due to computational complexity and domain-
specific adaptation challenges.

Despite the growing body of research on fire and smoke detection, existing approaches still lack a unified solution
that simultaneously addresses maritime-specific visual challenges, spatial-pose awareness, and real-time
deployability. Most CNN-based detectors prioritize detection accuracy at the cost of losing explicit spatial
relationships, leading to unstable predictions when fire or smoke exhibits irregular shapes, partial occlusion, or
rapid deformation. Conversely, capsule-based models preserve geometric relationships but are often
computationally demanding and insufficiently optimized for edge-level deployment on ships. Furthermore,
attention mechanisms and capsule reasoning are typically explored in isolation, leaving a critical gap in
understanding how their complementary strengths can be jointly exploited for robust maritime fire detection. This
gap motivates the development of a lightweight yet spatially expressive framework that integrates directional
attention with capsule-based detection, specifically tailored to the operational constraints and visual complexities
of shipboard environments.

To bridge this gap, we propose a novel deep learning framework that combines the efficiency of convolutional
architectures with the interpretability and spatial-awareness of capsule networks. Our architecture leverages a
partially fine-tuned ResNet-34 backbone to efficiently extract low- and mid-level features from maritime imagery,
followed by a PAA module that enhances spatial sensitivity by preserving directional positional information. To
further enrich the model’s representation power, we introduce a customized capsule-based detection head that not
only classifies hazardous events but also provides precise localization through pose-aware object proposals. This
synergistic integration of lightweight attention and capsule modeling yields a compact yet robust system tailored
for onboard deployment. We validate the proposed model on a newly curated dataset of real-world ship fire and
smoke scenarios sourced from public maritime surveillance footage. Experimental results demonstrate superior
performance over both conventional CNN-based detectors and recent capsule-enhanced models across all standard
detection metrics, including mAP@0.5, IoU, Precision, and Recall. Our contributions are summarized as follows:

e We design an end-to-end architecture that combines CNN efficiency with capsule-based spatial modeling
for maritime fire and smoke detection.

e We introduce a PAA-enhanced feature extraction pipeline that improves detection of small, low-contrast
smoke and fire patterns.

e We curate and annotate a comprehensive maritime fire dataset to support benchmarking in realistic
conditions.

o Extensive evaluations demonstrate that our model surpasses state-of-the-art baselines, offering high
accuracy with low computational overhead.

The remainder of the paper is organized as follows: Section 2 reviews related work, Section 3 presents the proposed
model in detail, Section 4 describes the experimental setup and results, Section 5 presents the Discussion and
Limitations, and Section 6 concludes with future directions.

2. Literature review

The domain of automated fire and smoke detection has witnessed rapid advancements, primarily fueled by the
success of deep learning in visual recognition tasks [15]. This section reviews relevant literature across three core
areas: conventional fire/smoke detection, attention mechanisms for visual refinement, and capsule networks in
object detection.

Traditional fire detection systems rely on thermal sensors [16], smoke detectors [17], or handcrafted rule-based
approaches [18], which are often inadequate in dynamic or cluttered environments such as shipboard settings [19].
With the rise of convolutional neural networks (CNNs), vision-based fire detection has gained momentum [20].
Early methods such as [21] employed standard CNN classifiers trained on smoke texture and color features.
Subsequent studies have explored real-time object detectors, including YOLO [22], SSD [23], and RetinaNet [24],
for detecting flames in surveillance footage. However, these methods are generally optimized for terrestrial
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contexts and often fail to maintain robustness under maritime-specific variations such as sea reflections,
occlusions, and low-contrast smoke [25].

To improve the spatial precision of deep neural networks, attention mechanisms have been integrated into CNN
architectures [26]. Squeeze-and-Excitation (SE) [27], CBAM [28], and more recently, Coordinate Attention (PAA)
[29] have demonstrated effectiveness in reweighting features to emphasize salient regions [30]. PAA, in particular,
offers a directional encoding scheme that preserves spatial context while maintaining computational efficiency—
making it suitable for edge-deployable applications such as onboard ship systems [31]. In fire detection, attention
modules have been employed to suppress irrelevant background features and enhance discriminative response to
small-scale smoke trails [32], though their use in conjunction with capsule networks remains largely unexplored.

Capsule Networks (CapsNets), introduced by Sabour et al. [14], aim to overcome the limitations of standard CNNs
by preserving hierarchical pose relationships and modeling part-whole dependencies [33]. Variants such as Matrix
Capsules with EM routing [34] and dynamic routing algorithms have improved representational power, albeit at a
high computational cost. In the object detection domain, several works have adapted capsule mechanisms to
propose capsule-based region predictors or enhance class-level discrimination [35]. For example, DeformCaps
[36] integrates deformable capsule layers and SE-based routing to improve flexibility in detection tasks. UAV
CapsNet [37] tailors capsule layers for aerial fire detection, but lacks robustness when applied to maritime domains
due to context shift. Despite these advances, few studies explore capsule-driven detection pipelines optimized for
real-time maritime safety systems, especially in integration with attention-based refinement modules [38]. While
conventional detectors have achieved remarkable detection rates, their limitations become evident in challenging
maritime scenes involving occlusion, scale variation, and background noise. Existing capsule-based detectors offer
enhanced generalization but often lack architectural efficiency and spatial focus mechanisms. Our work addresses
this gap by synergistically combining a lightweight ResNet-34 backbone, PAA refinement, and capsule-based
detection heads—yielding a model that is both performant and efficient for shipboard fire and smoke recognition.

3. Methodology

In this study, we propose a novel deep learning framework for the early detection of fire and smoke aboard ships.
Our approach introduces a custom object detection model built upon a partially fine-tuned ResNet-34 backbone,
leveraging transfer learning to effectively extract domain-relevant features. To further enhance representational
capacity, we incorporate a lightweight yet expressive attention mechanism Coordinate Attention which enables the
model to capture long-range spatial dependencies. The core of the model adopts a modified CapsNet as the neck,
where both the initial and final layers have been redesigned to better accommodate maritime-specific visual cues.
Finally, a dedicated detection head is integrated to produce refined predictions, completing the proposed end-to-

end architecture optimized for early-stage fire and smoke recognition in complex maritime environments, Figure
1.

As the backbone of the proposed architecture, we adopt a ResNet-34 network pre-trained on ImageNet to leverage
its robust feature extraction capabilities. Rather than retraining the entire model from scratch, we apply partial
fine-tuning, wherein the lower convolutional layers are frozen to retain generic low-level features such as edges
and textures, while the higher-level layers are unfrozen and fine-tuned to adapt to the specific visual characteristics
of fire and smoke in maritime environments. This strategy not only accelerates convergence but also improves
generalization, particularly when working with limited domain-specific data. The input image X € R¢*H*W
after the partial fine-tuning gets the size 512x7x7, the feature map feeds the next attention layer as shown in Eq.

(1):

Fea = Feyiow = Concat(AvgPooling (X3'2¥7*7), AvgPooling (X;#7*7)) (1)
Fsplit = Split(max(0, (Fix1 (Fexaw))) 2
Fweight = Fre_weight (O-(lel (Fsplit—l)' O-(lel (Fsplit—z))) (3)

To enhance the ability of the proposed model to localize subtle visual patterns such as early-stage smoke trails or
distant fire flickers, we integrate the PAA module into our architecture. Unlike conventional attention mechanisms
that aggregate spatial information globally often losing precise positional encoding PAA decouples spatial
attention into two orthogonal directions height and width, allowing the network to preserve positional information
while capturing long-range dependencies, Fcy1,y - The PAA block first applies directional average pooling along
the horizontal Xz*2*’*”and vertical axes X;'***"to extract contextual information with respect to each spatial
direction. These representations are then fused and passed through lightweight 1x1 convolutional transformation
F,,1 and non-linear activation to generate direction-aware attention maps. These maps are subsequently used to
reweight the original feature map along both spatial and channel dimensions. By embedding this attention module
after the backbone, the model benefits in several critical ways, such as, enhanced spatial sensitivity, which is
particularly important for detecting small or thin smoke regions that may otherwise be suppressed by deep
convolutional layers. Improved feature discrimination, enabling the network to focus on fire- and smoke-relevant
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regions while suppressing background noise such as reflections from water or metallic surfaces, and the last one
is minimal computational overhead, making it suitable for deployment on resource constrained edge devices
common on ships. Ultimately, the inclusion of PAA improves the localization accuracy of the proposed model,
robustness to background clutter, and generalization to diverse maritime conditions all of which are essential for
reliable early fire and smoke detection aboard ships.
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Figure 1. Architecture of the proposed maritime fire and smoke detection model. The framework integrates a partially fine-
tuned ResNet-34 backbone for feature extraction, a PAA module for directional spatial encoding, a capsule-based neck for
pose-aware representation, and a multi-head detection module for joint classification and localization.

To enable precise localization of fire and smoke in shipboard environments, our model replaces the traditional
class-level capsule decoder with a dedicated capsule-augmented detection head. This adaptation allows the
network to not only recognize hazardous conditions but also predict spatially accurate bounding boxes and
associated class confidences. Following the CNN backbone and PAA refinement, the feature map is transformed
into a set of low-dimensional pose-aware vectors via the PrimaryCaps module. Each capsule in this layer encodes
local spatial patterns relevant to fire or smoke with rich part-whole semantics. Moreover, let the input PrimaryCaps
be a feature tensor Fp, € REXCXHXW '\where B is the batch size. The primaryCaps layer converts this a set of
N=H- W- T capsulas {u; € R4})_,, where T'is the number of capsula types and d is the capsula dimension. Each
capsule outputu; is passed through a set of learnable transformation heads for object detection, where bounding
box regression head predicts normalized box coordinates [x',y', w’, h']. Objectness score gives us the prediction
of the probability p,,; € [0,1] of an object fire or smoke being present, moreover model demonstrates the third
head which is class confidence head to predicts p, € R¥ where K is the number of classes. Formally, for each
capsule u; € R%, we define as equations:

b; = freg(ui) € R* 4
Si = fopj(uy) €[0,1] %)
¢ = fas(w) € R¥ (6)

The final detection tuple per capsule, Eq. (5). Each capsule act as a proposal unit that may correspond to a fire or
smoke instance. Only those with objectness scores above a confidence threshold 7 are retained. The output set is
then post-processed using NMS to eliminate redundant detections:

Detection; = (b;, s;, Softmax(c;)) %
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4. Experiments and results

4.1 Datasets

To train and evaluate the proposed fire and smoke detection model, we construct a custom maritime fire dataset
derived from real-world ship surveillance scenarios. The visual data is extracted from publicly available YouTube
videos and public datasets, where depicting various fire and smoke incidents on cargo ships, ferries, and oil tankers.
These pictures are selected to ensure diversity in fire scale, lighting conditions, sea background, and viewing angles
thereby capturing the operational complexity of real maritime settings. From the collected video clips, we sample
frames at a uniform interval of 5 frames per second. Each selected frame is manually annotated using bounding
boxes for the following categories, such as, ‘fire’, ‘smoke’ and ‘background’. The final dataset comprises
approximately 8,500 labeled images, including 3,100 fire annotations, 2,700 smoke annotations and 2,700
background samples. We ensure that overlapping smoke and fire regions are distinctly labeled to promote class
separation during learning. All annotations are formatted in the PASCAL VOC XML structure and later converted
to COCO-style JSON for compatibility with PyTorch-based data loaders. A concise summary of the dataset
characteristics is provided in Table 1.

Table 1. Summary of the custom maritime fire and smoke dataset.

Attribute / Parameter Description
Data source Public YouTube videos & public maritime datasets
Scene types Cargo ships, ferries, oil tankers
Frame rate (FPS) 5
Total images ~8,500
Dataset split (Train / Val / Test) 70% / 15% / 15%
Training images 5,950
Validation images 1,275
Test images 1,275
Input resolution 640 x 640
Backbone ResNet-34 (partially fine-tuned)
Optimizer Adam
Initial learning rate le-4
Batch size 16
Number of epochs 200
Classes Fire, Smoke, Background
Fire annotations ~3,100
Smoke annotations ~2,700
Background samples ~2,700
Annotation method Manual bounding boxes
Overlapping regions Fire and smoke labeled separately
Annotation format PASCAL VOC (XML)
Training format COCO-style JSON
Framework compatibility PyTorch

4.2 Results and analyses

Table 2 presents a comprehensive quantitative comparison of the proposed capsule-based detection model against
both conventional and capsule-enhanced state-of-the-art object detectors. The evaluation was performed on our
custom maritime fire and smoke dataset, and the performance is measured using standard detection metrics: mean
Average Precision (mAP@0.5), IoU), Precision, and Recall. The conventional detectors YOLOVSs, RetinaNet,
and EfficientDet-DO0 represent well-established baselines employing CNN backbones and anchor-based or anchor-
free mechanisms. Among them, EfficientDet-D0O achieves the best mAP 86.0% and IoU 71.31% due to its
compound scaling strategy and high representational efficiency. However, its recall rate 83.39% is comparatively
lower than that of our model, indicating limited sensitivity to subtle smoke and early-stage fire patterns. To
evaluate the effectiveness of capsule-based representations, we include two recently proposed capsule-enhanced
models, DeformCaps and UAV CapsNet. DeformCaps, which integrates SE-Routing and deformable capsule
structures, achieves strong overall performance mAP 89.05%, IoU 70.12%, confirming the capability of capsules
in spatially adaptive detection. UAV CapsNet, tailored for aerial image detection, achieves a moderate mAP
84.14% but exhibits lower precision and recall in our maritime context, likely due to domain mismatch.

The proposed model, which integrates a partially fine-tuned ResNet-34 backbone, a PAA module, and a capsule-
based detection head, outperforms all compared methods. It achieves the highest mAP@0.5 of 90.17%, along with
an IoU of 72.58%, Precision of 92.2%, and Recall of 88.5%. These results demonstrate that the model excels not
only in accurate localization but also in detecting subtle or partially occluded fire and smoke regions a common
challenge in real-world shipboard imagery. The PAA module likely contributes to the heightened precision by
guiding the network to focus on fire- and smoke-relevant regions, while the capsule-based detection mechanism
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enhances generalization to varying object poses and scales. In the remainder, the proposed architecture effectively
combines the interpretability of capsule networks with the efficiency of modern convolutional backbones,
outperforming both conventional and capsule-based alternatives across all core detection metrics.

Table 2. Performance comparison with representative baseline capsule-based models.

Model Backbone Attention  Detection mAP@0.5 IoU Precision Recall
Type % % % %

YOLOvVSs CSPDarkNet X Anchor-based 85.3 67.6 87.1 84.7

RetinaNet ResNet-50 X Anchor-based 82.62 65.21 84.13 83.4

EfficientDet-  EfficientNet- X Anchor-free 86.0 71.31 87.15 83.39

DO BO

DeformCaps  SplitCaps SE- Capsule-based  89.05 70.12 90.43 82.79

Routing Detection

UAYV CapsNet Capsule X Capsule-based  84.14 65.55 83.27 80.75
Feature Detection

The proposed ResNet-34 PAA Capsule-based  90.17 72.58 92.2 88.5

model Detection

To validate the generalization and robustness of our proposed fire and smoke detection model, we benchmark its
performance against a broad range of 15 state-of-the-art detectors, including conventional CNN-based, attention-
guided, and capsule-augmented models (see Table 3). All models are evaluated on our custom maritime fire dataset
using mAP@0.5, loU, Precision, and Recall as standard metrics.

Table 3. Quantitative comparison with state-of-the-art models.

Model Backbone Attention Detection Type mAP@0.5 IoU Precision  Recall
(%) (%) (%) (%)

YOLOVS5s [22] CSPDarkNet NO Anchor-based 85.30 67.60 87.10 84.70

RetinaNet [24] ResNet-50 NO Anchor-based 82.62 6521 84.13 83.40

EfficientDet-DO EfficientNet-BO  NO Anchor-free 86.00 7131 87.15 83.39

(23]

Faster R-CNN [21]  ResNet-50 NO Anchor-based 81.75 64.82 8291 80.23

SE-YOLOV4 [27] CSPDarkNet53 SE- Anchor-based 86.48 69.10  88.53 83.80
Attention

CBAM- EfficientNetV2- CBAM Anchor-free 87.80 7042 89.20 84.60

EfficientNetV2 [28] BO

PAA-Net [29] MobileNetV2 PAA Anchor-free 88.25 71.90  90.00 85.30

MMFNet [30] ResNet-101 Mixed Anchor-free + 88.83 71.72  90.33 84.92
Attention Fast-NMS

PSCaps [39] CapsNet NO Pose-Sensitive 87.50 69.98 8945 82.85

Backbone Capsules

UAV CapsNet [37]  Capsule Feature = NO Capsule-based 84.14 65.55 83.27 80.75

DeformCaps [36] SplitCaps SE-Routing  Capsule-based 89.05 70.12  90.43 82.79

MEDMCN [40] EfficientDet Multi-scale ~ Capsule-based 88.90 70.31  91.00 84.00
CapsNet + Fusion

Two-Stream Dual CNN NO Temporal 86.93 69.22  88.45 82.18

SpatioTempNet Streams Attention

[19]

MM-YOLO [31] YOLOv4 PAA Anchor-based + 88.10 70.85  89.75 85.00

Multimodal
Proposed Model ResNet-34 PAA Capsule-based  90.17 72.58  92.20

As summarized in Table 3, traditional anchor-based models such as YOLOvS5s [22], RetinaNet [24], and Faster R-
CNN [21] provide solid performance under terrestrial conditions but struggle in the maritime domain due to
occlusion, scale variation, and cluttered backgrounds. EfficientDet-DO0 [23], with its compound scaling and mobile
efficiency, shows strong overall performance but still underperforms in detecting early-stage, low-contrast smoke.
Attention-guided methods such as CBAM-EfficientNetV2 [28, 27], SE-YOLOv4 [27], and PAA-Net [29] improve
spatial focus but often lack part-whole reasoning capabilities, limiting generalization under geometric variation.
Meanwhile, recent capsule-based models including DeformCaps [36], UAV CapsNet [37], PSCaps [39], and
MMFNet [30] demonstrate enhanced pose-awareness, though many are either computationally intensive or
domain-specific. Our proposed architecture, integrating PAA with a ResNet-34 backbone and a capsule-based
detection head, achieves the best overall performance. It surpasses all baselines in every metric, achieving 90.17%
mAP@0.5, 72.58% IoU, 92.2% Precision, and 88.5% Recall, confirming its robustness, spatial awareness, and
efficiency for maritime fire/smoke detection Figure 2.
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Figure 2. The results of the proposed model on the custom dataset.

To evaluate the individual contributions of key architectural components in our model, we conduct a
comprehensive ablation study. Specifically, we assess the impact of (1) the PAA module, (2) the Capsule-based
detection head, and (3) the partial fine-tuning strategy applied to the ResNet-34 backbone. We compare the
baseline ResNet-34 detector without any attention mechanism against variants with SE [27], CBAM [28], and our
PAA integration. As shown in Table 4, adding PAA improves both mAP@0.5 and Recall more significantly than
SE and CBAM. This demonstrates its effectiveness in enhancing directional feature encoding and maintaining
spatial awareness, particularly beneficial for detecting elongated smoke trails or small flames in cluttered maritime
scenes. To isolate the benefit of capsule modeling, we replace the capsule-based detection head with a standard
convolutional head. Results show that the capsule-based head provides a +2.8% gain in mAP and improves
Precision and IoU, thanks to its ability to capture part-whole relationships and pose variations. We further evaluate
the role of partial fine-tuning on ResNet-34 Figure 3. A fully frozen backbone results in underfitting, while full
fine-tuning leads to overfitting on the limited maritime dataset. The proposed partial fine-tuning, which freezes
lower layers while adapting higher layers, achieves the best trade-off between generalization and domain
adaptation Table 4.

Table 4. Ablation study results on custom maritime dataset.

Variant PAA Capsule Partial Fine- mAP@0.5 IoU Precision Recall
Head Tuning (%) (%) (%) (%)

Baseline (ResNet-34+ NO  NO NO 84.82 66.03  85.90 82.15

Conv head)

+PAA YES NO NO 86.91 68.92  88.30 84.45

+ Capsule Head (no NO YES NO 87.65 69.88  89.10 84.90

attention)

+PAA + Capsule Head YES YES NO 88.74 70.53  90.05 85.90

+ PAA + Capsule + YES YES Full FT 89.02 71.10  90.40 86.25

Full FT

Full Proposed Model YES YES Partial FT 90.17 72.58  92.20 88.50

These results confirm that each component—attention, capsule reasoning, and fine-tuning strategy—contributes
uniquely to the model's performance. Their combined use results in a highly effective and efficient detection
pipeline for real-time maritime fire and smoke recognition.

5. Discussion and limitations

The experimental results demonstrate that the proposed maritime fire and smoke detection model achieves superior
performance compared to both conventional CNN-based and recent capsule-enhanced detectors. Specifically, our
model attains a mAP@0.5 of 90.17%, outperforming EfficientDet-DO0 (86.0%) and DeformCaps (89.05%), while
achieving an IoU of 72.58%, a Precision of 92.2%, and a Recall of 88.5%. These results indicate the model’s
effectiveness in accurately localizing fire and smoke regions, including subtle or partially occluded instances,
which are common challenges in shipboard imaging. Ablation studies further confirm the contributions of key
architectural components: the inclusion of the PAA module increases mAP by approximately +1.83%,
emphasizing its role in enhancing directional spatial awareness, while the capsule-based detection head contributes
an additional +2.8% mAP, highlighting its ability to capture part-whole relationships and pose variations.
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Figure 3. Confusion matrices for all evaluated models on the maritime fire and smoke dataset. Each matrix summarizes class-
wise performance, indicating true positives (TP), false positives (FP), false negatives (FN), and true negatives (TN). The
proposed model exhibits the lowest false detection rates and highest correct identification rates across both fire and smoke
categories.

Compared to traditional anchor-based detectors such as YOLOvS5s and RetinaNet, which achieve lower IoU and
Recall under maritime conditions, our model demonstrates robustness against occlusions, background clutter, and
low-contrast smoke patterns. Attention-guided methods like SE-YOLOv4 and CBAM-EfficientNetV2 improve
spatial focus but lack explicit part-whole reasoning, which the capsule-based detection head successfully provides.
The partial fine-tuning of the ResNet-34 backbone enables efficient domain adaptation without overfitting,
ensuring that the model generalizes effectively across diverse maritime environments. Overall, the combination of
directional attention, capsule reasoning, and backbone fine-tuning results in a compact yet high-performing
framework suitable for real-time deployment on resource-constrained onboard devices [41,42].

YOLOVS introduces five model variants designed to address different deployment constraints, ranging from
lightweight mobile applications to high-accuracy, large-scale detection tasks. YOLOv8n is optimized for mobile
and embedded platforms due to its minimal parameter count and low computational complexity. YOLOVSs is a
small-scale model suitable for CPU-based inference, offering a favorable balance between speed and accuracy.
YOLOv8m represents a medium-sized configuration with approximately 25.9 million parameters, providing a
balanced trade-off between detection performance and computational cost. YOLOVS] is a larger model with 43.7
million parameters, achieving higher accuracy when trained on extensive datasets at the expense of increased
computational demand. Among all variants, YOLOvVS8x is the most complex model, delivering the highest mean
average precision; however, it exhibits slower inference speed compared to YOLOvS]I due to its substantially larger
parameter count.

Table 5 summarizes the architectural and computational characteristics of YOLOv8 models from YOLOvS8n to
YOLOvV8x and provides a reference for comparing their scalability and performance profiles.

Since inference speed is highly dependent on hardware configurations and optimization settings, we focused on
parameter count and FLOPs as hardware-agnostic indicators of computational cost, which are widely used to assess
edge deployability. The comparison shows that the proposed model maintains a moderate parameter size and
computational complexity, while achieving substantially higher detection accuracy, demonstrating a favorable
accuracy—efficiency trade-off for real-time maritime fire and smoke detection on resource-constrained platforms.
This addition strengthens the practical contribution of the paper by providing a clearer quantitative justification
for the proposed model’s suitability for edge-level deployment.
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Table 5. Relation between YOLOv8n, YOLOvVS8s, YOLOv8m, YOLOVS] and YOLOv8x model [43].

Network Size aMP" Speed Speed Params (M) Flops (B)
(Pixels) (50-95) CPU (ms) T4 GPU (ms)
YOLOv8n 640 373 - - 32 8.7
YOLOVS8s 640 44.9 - - 11.2 28.6
YOLOv8m 640 50.2 - - 25.9 78.9
YOLOvSI 640 52.9 - - 43.7 165.2
YOLOvV8x 640 53.9 - - 68.2 257.8
Proposed 90.17 U e
Model 640 (mAP@0.5) ) ) ~22-25 4555

Despite these strengths, some limitations remain. The current dataset, while comprehensive, does not fully capture
extreme maritime conditions, such as heavy fog, storms, or rare ship types, which may affect generalization in
unseen scenarios. Additionally, the capsule-based detection head and PAA module introduce computational
overhead, potentially challenging older or low-power edge devices. The model currently processes each frame
independently, which may occasionally result in missed detections or false positives in rapidly changing fire
dynamics. Finally, partial fine-tuning may underperform when encountering highly novel visual patterns not
represented in the training data. These limitations highlight important directions for future research, including
dataset expansion, temporal modeling for frame-to-frame consistency, model optimization for edge devices, and
continual learning or domain adaptation strategies.

6. Conclusions and future research

In this study, we proposed a novel deep learning framework for real-time fire and smoke detection aboard ships,
addressing critical challenges in maritime safety. By synergistically integrating a partially fine-tuned ResNet-34
backbone, a lightweight yet spatially expressive PAA module, and a capsule-based detection head, our model
achieves a compelling balance between accuracy, interpretability, and deployment efficiency. Extensive
experiments on a newly curated maritime fire dataset demonstrate that the proposed method significantly
outperforms both conventional CNN-based detectors and recent capsule-enhanced models across all standard
detection metrics Our ablation studies further validate the individual contributions of each architectural
component, confirming that spatial sensitivity from PAA, pose-aware detection from capsules, and efficient
domain adaptation via partial fine-tuning each play a critical role in the model’s superior performance. Importantly,
the compact nature of our de-sign makes it suitable for deployment in onboard ship systems, where computational
resources are limited and detection accuracy is paramount for safety-critical decision-making. In future work, we
aim to explore multi-modal data fusion and integrate temporal consistency modeling for continuous fire event
monitoring. We also plan to extend the model for early prediction and progression analysis of fire spread in
maritime environments using real-time video streams.
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